Genomic Data Manipulation
BIO508 Spring 2011
Problems 06
Meta- and Comparative Genomics

1. You've just poked and prodded Human Microbiome Project pilot subject 158438567 in unspeakable ways, extracted microbial DNA from the resulting 15 body site samples, amplified the 16S rDNA using PCR primers spanning the V3-5 variable regions, and sent the resulting DNA off to be sequenced using a 454 GS FLX Titanium. Before the Broad will let you download the results, though, they want you to answer the following questions first.

NB: As per the previous problem set, you should again submit a .zip or .tar.gz file named either problems06.zip or problems06.tar.gz, containing each of the *files_starred_like_this.txt* and one problems06.doc, problems06.docx, problems06.txt, or similar file answering any written questions *starred like this*.

a. (1)	*How long are the reads provided by this particular version of the 454 sequencer?* 

b. (2)	*If you're targeting 10,000 reads per body site, how many plates (or what fraction of a plate) of sequencing should you run?* 

c. (1)	*How long is the typical microbial 16S rRNA gene?* 

d. (3[image: ])	*Cite a paper that justifies using the V3-5 region in particular and explain in at most a few sentences why this should work.* 

e. (2[image: ])	*What microbes will almost certainly be present but unobservable using this approach?* 

2. Ok, now go get the data:
http://huttenhower.sph.harvard.edu/moodle/mod/resource/view.php?id=156
There are three main files in this download: a set of randomly identified sequences 158438567.fasta, a file mapping individual sequences to microbiome samples (158438567.groups), and a metadata file describing what each sample ID represents (158438567.txt). The first thing you should always do with data is look at it! All of these questions can be answered using your tools of choice, be they Excel, jEdit, command line tools like cut and grep, or Python.

a. (1)	The metadata file is plain old tab-delimited text. *What gender is your subject?* 

b. (2)	*For which body sites are your sequences missing?* 

c. (4[image: ])	*Why?* 

d. (2)	*How many raw sequences do you have?* 

e. (4)	These sequences have already been quality trimmed using the 454 quality scores, but not otherwise filtered (we'll do that next). *How many sequences were trimmed completely to a length of zero?*  

3. Let's perform a more-or-less standard metagenomic 16S sequence filtering process using mothur:
http://www.mothur.org/wiki/Download_mothur
[bookmark: _GoBack]Run mothur from within the same directory that contains your sequence (and other) files. Execute each of the following commands and *write a few sentences detailing what each one does and why it's necessary.* Refer to the mothur online documentation at:
http://www.mothur.org/wiki/Mothur_manual

a. (2)	unique.seqs(fasta=158438567.fasta)

b. (2)	align.seqs(candidate=158438567.unique.fasta, template=silva.v35.align)

c. (2)	screen.seqs(fasta=158438567.unique.align, name=158438567.names, group=158438567.groups, end=12082, minlength=200)

d. (2)	filter.seqs(fasta=158438567.unique.good.align-rRNA16S.gold.v35.align, vertical=T)

e. (2)	chimera.slayer(fasta=158438567.unique.good.filter.fasta, template=rRNA16S.gold.v35.filter.fasta)

f. (2)	remove.seqs(fasta=158438567.unique.good.filter.fasta, name=158438567.good.names, group=158438567.good.groups, accnos=158438567.unique.good.filter.slayer.accnos, dups=T)

g. (2)	filter.seqs(fasta=158438567.unique.good.filter.pick.fasta, vertical=T)

h. (2)	unique.seqs(fasta=158438567.unique.good.filter.pick.filter.fasta, name=158438567.good.pick.names)

i. (2)	degap.seqs(fasta=158438567.unique.good.filter.pick.filter.unique.fasta)

4. Each of these commands converts an input file into one or more output files, with the final results landing in the 158438567.unique.good.filter.pick.filter.unique.ng.fasta file. This now contains the IDs and sequences of the 16S reads that made it through the filtering process. Let's classify these to specific organisms (or more properly, phylotypes) using the RDP classifier. Download it here:
http://sourceforge.net/projects/rdp-classifier/

a. (3)	*In a few sentences, explain what a phylotype is and how RDP classifies 16S sequence reads to organisms.* 

b. (0)	Expand the archive and run the command:
java -jar ./rdp_classifier_2.2/rdp_classifier-2.2.jar -q 158438567.unique.good.filter.pick.filter.unique.ng.fasta -o 158438567_rdp.txt

c. (1)	Take a quick look at the output - always an important sanity check! *How many sequences survived filtering and were classified by RDP?* 

d. (2)	Ignoring the confidence scores for now, *which phylum is most common among these sequences?* 

e. (3[image: ])	*Why?* 

f. (3)	A common rule of thumb is to only retain RDP classifications that are at least 80% certain, propagating phylotypes up the taxonomic tree until sufficient confidence is reached. For example, a sequence that's classified as:
Bacteria(1.0)|Bacteroidetes(0.9)|Bacteroidetes(0.78)|Bacteroidia(0.78)|
Bacteroidales(0.78)|Prevotellaceae(0.37)|Paraprevotella(0.3)
would be bubbled up to a final annotation of:
Bacteria|Bacteroidetes|unclassified
After filling in the blanks in the following Python script, save it as *clean_rdp.py* and obtain a new 158438567_rdp_cleaned.txt file by running it as:
python clean_rdp.py 0.8 < 158438567_rdp.txt > 158438567_rdp_cleaned.txt

	#!/usr/bin/env python

import ___
import ___

if len( ________ ) != 2:
	raise Exception( "Usage: clean_rdp.py <conf> < <rdp.txt>" )
dConf = float(sys.argv[_])

for astrLine in csv.______( sys.stdin, ____excel_tab ):
	astrTaxon = []
	adTaxon = []
	for i in range( 2, len( astrLine ), 3 ):
		astrTaxon.______( astrLine[i] )
		adTaxon.append( float(astrLine[i + _]) )
	fUnclassified = False
	while adTaxon[-1] < dConf:
		fUnclassified = ____
		adTaxon.pop( )
		astrTaxon.___( )
	if _____________:
		astrTaxon.append( "unclassified" )
	print( "\t".join( [astrLine[0], "|".join( astrTaxon[1:] )] ) )



g. (3)	*How many sequences are confidently classified to the genus level?* 

h. (3[image: ])	*Under what perfectly legitimate biological circumstances might this script crash?* 

i. (4)	Ok, one last step to make this look like real data: let's collapse all of the sequences from each sample back into a single table of phylotype abundances, one row per organism, one column per sample (just like a microarray, but with bugs rather than genes). To do this, we'll need the original 158438567.groups file and the Python script below. You know the drill: fill in the blanks, save it as *regroup_sequences.py*, and generate 158438567_counts.txt by running it as:
python regroup_sequences.py 158438567.groups < 158438567_rdp_cleaned.txt > 158438567_counts.txt

	#!/usr/bin/env python

______ ___
______ ___

if ___( ________ ) != _:
	_____ _________( "Usage: regroup_seqs.py <data.groups> < <rdp.txt>" )
strGroups = ___________

hashGroups = {}
for ________ in csv.______( open( strGroups ), _____________ ):
	__________[astrLine[0]] = astrLine[1]

setstrSamples = set()
hashhashCounts = {}
for ________ in ____reader( _________, _____________ ):
	strSample, strBug = hashGroups[astrLine[0]], ________[1]
	setstrSamples.add( _________ )
	hashBug = hashhashCounts.setdefault( strBug, {} )
	hashBug[strSample] = _ + hashBug.get( strSample, _ )

print( "\t".join( ["Bug \ Sample"] + list(setstrSamples) ) )
for strBug, hashBug in hashhashCounts._____( ):
	astrLine = [strBug]
	for strSample in _____________:
		astrLine.______( ___(hashBug.get( strSample, 0 )) )
	print( "\t".join( astrLine ) )



j. (3)	Note that 158438567_counts.txt is again a plain old tab-delimited text file that can be opened in all sorts of ways. *How many unique phylotypes do you find in your merged microbiome samples?* 

k. (3)	Look back at your metadata file to recall which sample IDs correspond to which body sites. *Which body site has the greatest total sequence count?* 

l. (6[image: ])	Write a Python script called *merge_metadata.py* to automatically annotate the columns of your count table with the information in 158438567.txt. Note that with only ten samples, this isn't so onerous to do by hand, but it gets old quickly (the HMP has over 10,000 samples total!)

m. (4)	Organismal richness is defined as the number of distinct phylotypes detected (i.e. at least one count) in a sample. *Which body site has the greatest richness?* 

n. (2)	Organismal penetrance is defined as the number of distinct samples in which a phylotype appears. *Which phylotype has the greatest penetrance across body sites in this subject?* Note that the answer to this question is actually true for the entire HMP population - the same genus you should find here is one of the only genera with high penetrance among body sites and individuals!

o. (4)	These are raw counts, which are hard to interpret biologically because a sample might have more counts just because you paid to sequence it more. Convert each sample to relative abundances by dividing each value by the column sum (using Excel, OpenOffice, Python, or a calculator - your choice). *Which body site has the greatest total abundance of organisms that are unclassified at the genus level?* Note that you should have to sum 10 rows to do this, which you can again do in Excel/Python/whatever.

p. (2)	By eye, *which sample's microbiome is the most distinct, and why?* Note that there should be an obvious answer to both halves of the question; if nothing jumps out, take a step back and think carefully about what all of these body sites actually are.

q. (2[image: ])	These are real data, albeit a tiny subset of the sequences we've actually collected for this subject. *Tell me something cool about them!* Same deal as usual - provide multiple sufficiently interesting insights, receive two more points each.

5. One more problem to get some comparative genomics in here, although we'll reuse the same sequence data to get some more mileage out of them. Specifically, we'll take a quick look at the conservation (and lack thereof) in the 16S rDNA using the 158438567.unique.good.filter.pick.filter.unique.ng.fasta file you generated above and the MEGA program, which you can download here:
http://www.megasoftware.net

a. (0)	Fire up MEGA and select "Edit/Build Alignment" from the Align menu. Select "Retrieve sequences from a file", click OK, and browse to your 158438567.unique.good.filter.pick.filter.unique.ng.fasta file. After you open it up, MEGA should show you this lovely piece of work:

[image: ]

b. (0)	We'll be going for speed and convenience over 100% accuracy here, so we'll perform a Muscle DNA sequence alignment using the fastest settings. Select "Align By Muscle" from the Alignment menu, click OK to select all, select the Presets checkbox, and choose "Fast Speed (Max..." from the dropdown menu. When you've got that all taken care of, click Compute and wait just a few minutes (don't worry, fast really does mean fast in this case!) Hint: I've noticed that MEGA occasionally ignores this setting, so make sure you don't wait around forever! If an analysis seems to be taking forever, stop it, also set the maximum iterations to 1, and try again. 

c. (3)	Once the alignment is done running, you can click anywhere to deselect the sequences. Your window should now look like this:
[image: ]
We know this is an alignment of sequences spanning the V3-5 16S variable regions. Using MEGA's consensus sequence information, *at approximately which positions in the alignment do the three variable regions occur?*

d. (0)	From the Data menu, select "Phylogenetic Analysis". MEGA will putter for a moment, then save some information back to the workspace, which should now look like this:
[image: ]
MEGA has now precomputed some basic sequence information that it can reuse for further analyses.

e. (2)	One easy question to ask is how different these sequences are overall. From the workspace, select "Compute Overall Mean Distance" from the Distance menu. *What is the value; what units is this in, and what does it tell you?*

f. (0)	The next obvious thing to do with aligned sequences is reconstruct a complete phylogenetic tree, which MEGA can also use for additional analyses. From the Phylogeny menu, choose the first option, "Construct/Test Maximum Likelihood Tree." While that's running...

g. (3[image: ])	*What's the difference between a maximum likelihood phylogeny, neighbor joining, and maximum parsimony?* 

h. (2)	Ok, back to your computing. The top of the tree MEGA should have just finished building for you isn't very interesting, but if you scroll down a bit, you should see things like this:
[image: ]
		*Why are there such large blocks of sequences with a flat line above them in the tree?*

i. (2)	Have MEGA draw the same tree as a circular cladogram without leaf node labels; it should look like this:
[image: ]
Recall that since each leaf is a single 16S sequence, the width of a branch is proportional to its abundance in our original microbiome samples. *What does this tree tell you about the distribution of evolutionary diversity in the human microbiome?*

j. (0)	Let's save this tree in the standard Newick format so that MEGA can use it for a last few analyses. From the File menu, select "Export Current Tree (Newick)" and save it to a file of your choosing. From the workbench, select the Ancestors menu and choose "Infer Ancestral Sequences (ML)". Using the currently active data (which can be regenerated at any time from the Alignment view if you lose it), select "Use tree from file" and browse to the .nwk tree you just saved. Open it up, hit Compute, and wait a few minutes to get something like this:
[image: ]

k. (0)	See all those letters? Those are what MEGA thinks the most likely ancestral base was for each common ancestor at each position (you can advance through positions using the numerical selector at the top). To get the whole shebang all at once, select "Export most probable sequences" and choose an output file.

l. (3)	Almost done! You've just created a real, honest-to-goodness CSV file. Open it up in your favorite text editor and take a look. Each row lists either the actual sequence at a leaf node or the inferred sequence of an ancestral node. The further you go up the tree, the less certain MEGA gets, and the fewer confident bases it'll show you. *How many bases are shown in the oldest inferred sequence?*

m. (3)	*Do you believe that an ancestral microbe actually carried this sequence in its proto-16S rDNA? Why or why not?*

n. (6[image: ])	MEGA is much more useful for inspecting coding regions; this is just a quick example using rDNA data we already had in hand. Submit a screenshot *mega.png* showing me another fun analysis in MEGA using protein coding genes - feel free to leverage the sample data and tutorials. Only one shot on this, not six points each, so make it good!
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